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1.  INTRODUCTION 
This short report is a summary of the presentations and discussions at the coronagraph workshop held in 
Pasadena, CA in September, 2006. The respondents and attendees heard from numerous researchers about the 
technology and status of various coronagraphic approaches to achieving high contrast imaging very close to the 
image of a star. We use the term coronagraph here to refer to both internal coronagraphs, those that create high 
contrast around the image formed by a single telescope (with, of course, the aid of wavefront sensing and 
control), and external coronagraphs that employ a large occulter to block and diffract starlight before it can enter 
a distant telescope. This is in contrast to a multiple satellite interferometer such as TPF-I.  

Our goals in this report are multifold. We not only summarize the presentations and current status of these 
various concepts, but also place them into the larger context of TPF-C readiness and, to some degree, make 
comparative assessments. While all agree that it is far too early to make final judgments on readiness and 
appropriateness of each concept, it is important to highlight our current understanding of the strengths and 
weaknesses of various designs, both to gain insight on possible TPF-C performance and to allocate resources and 
directions for current and future research. We also try to give a general picture of technical feasibility and 
readiness with regard to the basic question of achieving high contrast—in short, do we have an architecture that 
works? Finally, we lay out the broader questions of performance and readiness for TPF-C to help build a 
structure for making the important design decisions and to articulate the important open issues that cross all 
concepts and need to be addressed in the coming few years. 

As to basic feasibility, arguably the most important outcome of the workshop is that we, as a community, are 
tantalizingly close to achieving the fundamental goal of 10-10 contrast in the laboratory. Some argued that, when 
combined with software manipulations such as simulated observatory roll and subtraction, we have achieved it. 
Experiments in the HCIT, with a bandlimited coronagraph, have achieved better than 10-9 contrast in laser light 
and demonstrated the needed stability of that contrast. There is a consensus that there is no fundamental 
physical obstacle to achieving the required contrast through the proper combination of wavefront control 
and coronagraphy. 

This is not to minimize the challenges ahead. In the above experiments, contrast degraded significantly in 
broadband. In addition, the algorithm for correction—classical speckle nulling—while the simplest and most 
direct of all proposed algorithms, also takes many iterations and is impractical for use in a space mission. 
Nevertheless, these results point to the tremendous progress made in the past few years and provide a proof of 
principal for high contrast imaging. We also expect to see high contrast achieved with new and faster algorithms 
in the months ahead. 

2.  MAJOR ISSUES 
All proposed coronagraph architectures achieve the needed high contrast by design. We must then look to other 
criteria for choosing the appropriate architecture for TPF-C and assessing overall progress. The important issues 
to consider fall into the following four broad categories: (1) Performance, (2) Wavefront Sensing and Control, 
(3) Manufacturability, Sensitivity, Risk and Cost, and (4) Laboratory Verification. Of course, these four areas are 
intimately intertwined; for example, high performance is often accompanied by unmanufacturable designs. 
However, this division provides us with a convenient framework for discussing the issues and challenges ahead. 
We discuss each of these briefly next with regard to all possible architectures. This is followed by a short 
summary of the five leading approaches. 
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3.  PERFORMANCE 
Since all coronagraphs achieve the needed contrast, the first category of discriminators relates to performance, 
that is, the amount of science that can be achieved. Up to now, all discussion has focused on a small collection of 
important performance metrics: inner working angle (IWA), throughput, and discovery space. This is a sensible 
thing to do and these will continue to be important tools in our discussion as they can, through analysis, be 
shown to directly relate to science outcome. However, one of the outcomes of the workshop was to re-emphasize 
the importance of examining coronagraph performance in the context of an overall science program. The work 
of Bob Brown at STScI and Sarah Hunyadi at JPL is a large step forward in this direction, but more needs to be 
done. It is important we reach a consensus on the proper metrics for "science harvest" and the proper structure 
and approach for an overall simulation. We then need to encourage all groups, within the framework of the 
Navigator Program, to begin system level simulations of the various architectures. In our various discussions we 
seem to be suffering a bit from the lack of a consistent, apples-to-apples method for evaluation and comparison.  

Arguably the most important performance metric is inner working angle; it has certainly received the most 
attention recently. For most of the past decade it has been assumed that the best a coronagraph could achieve was 
4 λ/D. This led to the baseline design that included an 8 meter primary mirror in order to see the complete 
habitable zone in the nearest 150 stars. There is concern, however, regarding the manufacturing difficulties (and 
risk) associated with such a large mirror. In the last few years a number of designs have been proposed (and are 
discussed later) that can operate at smaller inner working angles (as low as 2 λ/D). This could presumably allow 
a TPF-C with a smaller mirror (perhaps 4 meters) or with a wider science space. While either of these outcomes 
is appealing, the vulnerability to wavefront drift appears to be dramatically more severe at the smaller inner 
working angle and the ability to counteract it with rapid wavefront sensing and control is not yet well 
understood. These issues are discussed more below. 

4.  WAVEFRONT SENSING AND CONTROL 
While one could argue that this subject belongs in the performance category, as it is integrally tied to the overall 
architecture, we list it separately because of its importance. It is widely recognized that the essential ingredient 
of a successful high-contrast imaging system for TPF-C is an effective wavefront control system. No internal 
architecture will achieve the theoretical performance in practice because of errors in the optics (an external 
occulter does not, in principle, need a wavefront control system as the starlight is prevented from entering the 
telescope). Fortunately, all of the research groups are working intensely in this area as well. There are numerous 
algorithms and architectures being both analyzed and tested in the laboratory. This should continue. 

What seems to be lacking, however, is an integrated study of the WFSC with the coronagraph. There is a danger 
of making architecture decisions based solely upon performance and then assuming that the WFSC can simply 
correct and restore that performance. It is not at all clear that an integrated coronagraph and WFSC system has 
the same performance, that the corrector is performance neutral, or that the same coronagraph would be designed 
in the presence of a specific WFSC system as in a theoretically ideal telescope. These issues are only now 
beginning to be addressed. As we discuss below, many of the gains being made in this area cut across 
architectures and the next year should see an integration of the best of both areas. 

All internal designs so far seem to be limited to between 10-5 and 10-6 contrast in the absence of control. The 
remaining contrast must be achieved through a combination of amplitude and phase correction. Amplitude is key 
as once we reach the limit induced by amplitude error (expected to be on the order of 10-7), the distinction 
between the control system and the coronagraph begins to blur. It is the performance of this combined system 
that needs to be examined. For example, some architectures claim very small inner working angle (better than 2 
λ/D). To actually achieve this inner working angle then requires phase and amplitude control of very low order 
aberrations; this has yet to be demonstrated. This also requires an analysis and understanding of the stability of 
the observatory and whether the WFSC can keep up with the low order distortions. If so, then the distinctions 
between some designs become less pronounced; for example, a shaped pupil/amplitude control combination may 
be possible with inner working angle comparable to pupil mapping. 



Coronagraph Critique Exoplanet  Detection with Coronagraphs 2006
 

 

40

One of the major open issues is achieving corrected high-contrast performance in broadband light (typically, 
broadband in this applications is considered to be a roughly 10% bandwidth). There appears to be a significant 
difference among architectures in their ability to reach the needed contrast in broadband. We try to highlight that 
below. This is intimately associated with the need to understand the coupling between coronagraph design, 
control architecture, and the wavelength dependence of the various errors.  

5.  MANUFACTURABILITY, SENSITIVITY, RISK, AND COST 
As with WFSC, coronagraph performance cannot be viewed in isolation from the ability to make it. Some 
designs are far easier and cheaper to manufacture than others and in some cases this difficulty translates directly 
into requirements on the WFSC system. We try to highlight this in our discussion of specific architectures 
below. Sensitivity of various designs to changes in the optical system is also critical as there is limited signal-to-
noise available for tracking these errors. This is also discussed below. The FB1 design effort did an excellent job 
of attempting to predict expected distortions and lay requirements on the coronagraph, though more could be 
done. There seemed to be wide disagreement at the workshop with regard to the significance of these issues. 
This becomes particularly contentious when discussing the tradeoffs in mirror size and inner working angle. Part 
of achieving a uniform basis for comparison is reaching consensus on the requirements imposed on the design by 
these practical engineering considerations. Soon it is going to be necessary to show that we have a practical 
technology development and risk reduction program with credible verification plans. In other words, we need to 
show that (a) we know how to build it, (b) we achieve adequate stability on orbit, and (c) we know how to test 
and verify on the ground. This is particularly true for the external occulter where the challenges are far more 
associated with the construction and test of the large space structures than with the optics. 

6.  LABORATORY DEMONSTRATION 
Though last in our list, this is by far the most important category. It is essential that we have experimental 
verification of any concept seriously being considered for a flight program. Not only is this demonstration a key 
step in showing viability, but the process of performing experimental work informs the design and uncovers any 
number of issues that were overlooked. We can't emphasize enough the importance of a broad range of 
experimental work. Fortunately, we are rather far along in this area and we expect continued progress. We point 
out experimental progress where appropriate in our summaries below. 

7.  SUMMARY OF CORONAGRAPH ARCHITECTURES 
We list below the six concepts considered most promising at the workshop. Their desirability derives from a 
combination of maturity, feasibility, performance, manufacturability, and sensitivity, the balance among these 
competing criteria differing for each one. In each of the following sections we provide a summary of the basic 
optical concept, the strengths and weaknesses, highlighting any important limitations, and the current 
developmental/experimental status. We try to also point out the most important areas for future focus and the 
open questions. In short, we address the following three questions for each architecture: 

1) What is the concept and what makes it unique? 
2) What is the current status in our theoretical understanding, in the technology, and in laboratory 

demonstration? 
3) What are the steps needed to bring it to fruition? 

Many of the descriptions include a specific wavefront sensing and control approach. For the most part, this is 
because the researchers involved have also been experimenting with different techniques; it is not necessarily 
because a specific approach only works with a certain coronagraph. In fact, in many cases, these techniques cut 
across multiple architectures; we try to point that out. As we discussed above, it is important that we make 
progress in understanding the general framework of wavefront control and how it interacts with the requirements 
on the coronagraph and observatory stability. 
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8.  BAND-LIMITED CORONAGRAPH 
The idea behind band-limited masks is to place a variable-transmission filter in the image plane of a telescope, 
followed by a Lyot stop that removes, potentially, all of the diffracted light. If presented with an ideal Airy 
pattern, and assuming the mask transmission follows exactly the prescribed shape, the diffraction from an on-
axis point source is completely removed and only light from an off-axis planet (or other background or 
exozodiacal light) is transmitted. Band-limited coronagraphs (BLCs) can be designed to have a 4th, 8th, or higher 
order null. The 8th order null is very effective at rejecting low-order aberrations and light from the small but 
finite-diameter star, but it suffers lower throughput and produces a larger Airy spot than 4th-order masks. The 
aberration rejection—insensitivity to tilt, focus, etc., is so effective that this was the driving factor in selecting 
8th-order band-limited masks as the baseline for TPF-C. 

These masks have been used in the laboratory to achieve the best dynamic range imaging results to date. With 
contrast better than 10-9 at 4 λ/D and λ=780 nm, these masks (in combination with a wavefront control system) 
have been used to achieve contrast about 50× deeper than shaped pupil masks and 1000× deeper than other 
approaches. In 10% bandwidth, results have approached 10-9 but were still degraded by roughly a factor of 5. 

The wave front control algorithm used to achieve these results is the simple but exceedingly slow speckle nulling 
algorithm. While it takes the initial uncorrected 10-6 contrast to 10-8 in a few iterations, it requires thousands of 
iterations (each one requiring 3 new images) to reach 10-9. Speckle nulling has served the purpose of reaching 
unprecedented contrast levels but it is not suitable for TPF-C. New algorithms are under development but have 
not been proven in the laboratory. 

The modeling effort includes end-to-end diffraction analysis and incorporates measured values of mirror surface 
properties, source amplitude profile, and mask spatial and dispersive properties. The modeling is in good 
agreement with broad-band experimental results and is being used to derive requirements for broad-band masks. 

The results obtained in JPL’s HCIT testbed are tantalizingly close to meeting TPF-C requirements. The testbed 
contains almost all the complexity of the TPF-C back-end: a large format (32 × 32 actuators, with 64 × 64 in 
preparation) deformable mirror (DM), reimaging optics to provide the Lyot and intermediate image planes, filter 
wheels, and a CCD camera. It is presently missing a second DM that will enable broad-band control of both 
phase and amplitude non-uniformities. The results are obtained over 4–10 λ/D, adequate for most TPF-C stars. 
The stability of the nulls over time scales of several hours is already good enough to detect earth-like planets in 
the habitable zone.  

The most challenging aspect of the BLC is achromatizing the spatially variable (over 10s of um) mask 
transmission function over ~10% bandwidth. The aforementioned results were obtained using electron-beam 
bombarded photosensitive HEBS glass. Characterization of this glass reveals that it is dispersive both in 
amplitude and in phase. It does not appear to be suitable for TPF-C broadband work and JPL is now pursuing the 
manufacture of multi-layer metallic/dielectric combinations produced using scanning slits and/or multi-step 
lithography. Additionally, even if the right combination of materials is found, the mask and substrate wavefront 
transmission errors must be controlled to Angstrom levels over a spatial extent of ~ 100 um.  

The focus for future work is clearly in two areas: mask development and wave front sensing and control. The 
former is unique to band-limited masks: development and production of new broad-band materials with micron-
scale features. The latter is shared by the other approaches (except the external occulter) in one way or another.  

9.  VISIBLE NULLER 
The visible nuller (VN) consists of two cascaded shearing, nulling interferometers that create a 4th-order null. 
The baseline approach (compatible with the 8-m elliptical TPF-C aperture) produces a transmission function 
identical to a 4th-order band-limited 1-cosine mask in monochromatic light, hence it has higher throughput but is 
much more sensitive to aberrations than the 8th-order mask now favored for the BLC. The VN includes an array 
of lenslets matched to an array of single-mode spatial fibers placed at a Lyot plane. The fibers remove high-order 
wavefront corrugations so that they cannot leak into the dark hole. In principal, they also enable a method of 
controlling the amplitude balance of the four beams that combine to form a null there but this has yet to be 
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demonstrated. At the output side, an array of pinholes matched to the fiber core positions eliminates any residual 
core modes. In its originally proposed configuration, the wave front phase and amplitude were to be controlled 
with a segmented facesheet DM. A redesign is under study that may use a second DM with a continuous face 
sheet for broad-band amplitude control. A single-nuller VN called PICTURE is being built for a sounding rocket 
experiment to fly in 2007. 

The VN is designed to achieve a high-contrast null without placing a mask in the image plane. A Mach-Zehnder 
interferometer configuration using balanced coatings and tilted glass for dispersion compensation nulls the 
starlight in a collimated beam. The shear of one beam relative to the other allows planet light to be transmitted 
over certain angles. Because the null is achieved in a pupil, the VN does not exhibit chromatic pupil shearing 
(except a small amount due to the prisms) and is well-suited to nulling complex, segmented apertures. It is also 
designed with a calibration channel that interferes light from the bright (non-nulled) interferometer output with 
the nulled output to measure the complex wavefront. While band-limited and shaped-pupil coronagraphs can be 
set up in a similar way using light reflected from the mask or transmitted through a pinhole, the calibration 
channel is a central part of the VN design and is currently under study in the laboratory. 

A single-channel VN configuration has been used to demonstrate ~10-7 nulls in laser light for ~ 10 s duration and 
10-6 nulls in a 100 nm wide bandpass. The experiment is meant to demonstrate a single channel of what is 
ultimately a > 1000 channel system. This demonstration system includes the beamsplitters and compensating 
flats but lacks DMs, reimaging optics, and the lenslet and fiber arrays. For random errors, i.e., residual fields 
emerging from each fiber which are uncorrelated from one to the next, the final contrast per pixel in the focal 
plane is predicted to be ~ 1000× deeper, since the residual starlight leakage is distributed evenly over the entire 
focal plane. In this way a null depth of 10-7 in each fiber might ultimately achieve 10-10 starlight leakage per 
detector pixel. But some effects, such as polarization- and color-dependent nulling imbalances, will limit the null 
in a correlated way across all fibers; this correlation allows the leaked light to concentrate in a small portion of 
the focal plane, limiting the starlight leakage there to levels more like 10-7 per pixel. This will necessitate either 
much tighter control of leakage variations or a smaller tolerance for correlated leakage fields per fiber. Presently 
the effects limiting broad-band contrast beyond 10-6 have not been explored. 

Fiber arrays have been constructed with several hundred SM fibers coupled to lenslet arrays. Results in several 
papers have shown that after polishing the fiber length uniformity is consistent with diffraction-limited imaging 
at the back-end of the system. Coupling to lenslets is non-uniform but this can be partially offset by the wave 
front control system. Results of these tests were not presented at this workshop.  

An end-to-end model including diffraction effects has been developed but was not presented at the workshop and 
is not presently in the design loop. It is not known whether the modeling is consistent with laboratory 
observations. Detailed models of SM fiber spatial filtering have shown that a few cm is adequate for obtaining a 
pure mode when a pinhole at the output limits emerging light to the region of the core. 

The VN has been touted as a system capable of functioning at 2 λ/D. However during the presentation it became 
clear that the error budgets so far established are for operation at 4 λ/D. Achieving an inner working angle 
(IWA) of 2 λ/D is much more challenging (10-100× tighter control of wavefront variations and large spatial scale 
chromatic and polarization terms). Although the calibration channel (above) could enable relatively rapid 
measurement and control of wavefront errors, the issue of measurement biases in that wavefront sensor has not 
been addressed. Given these uncertainties, it is not at all clear that such a small IWA is feasible.  

While the laboratory work has been impressive, the first order of business is to show that there is a path to 
obtaining high contrast at levels 1000× beyond what has been demonstrated. The focus should be on identifying, 
budgeting, and studying the correlated or partially correlated nulling errors—i.e., the effects that do not benefit 
from evenly spreading leakage over the detector plane. Then for robustness in the worst case, a single-channel 
experiment like the existing system (but placed in vacuum and under improved vibration isolation) should be 
able to demonstrate broad-band control at 10-10. Further end-to-end modeling, and in particular validation of the 
models via laboratory experiments, is also crucial. The calibration channel could then be added and 
demonstrated. The goal is to demonstrate control and calibration to levels consistent with detection as required 
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by TPF-C. It is also important to demonstrate that the fiber array behaves as predicted, but this is secondary to 
understanding the limitations of the optics in the nuller. 

10.  SHAPED PUPIL CORONAGRAPH 
The shaped pupil coronagraph (SPC) is a binary version of a continuous-tone apodized aperture. By rolling off 
the pupil transmission (generally higher in the middle, lower near the edges), the image plane diffraction pattern 
is redistributed into a function that has almost all its energy within a prescribed core area (e.g., a 4 λ/D radius) 
and diffracted energy in the ‘dark hole’ region (e.g., 4–30 λ/D) reduced to below 10-10. When low order 
aberrations are present, they scatter light in and near the core but do not exhibit significant ringing as is found 
with the BL and VN designs. If one allows a small guard-band around the IWA, e.g., from 4–4.3 λ/D, the SPC is 
quite insensitive to changes in low-order aberration content. 

The binary SPC is much simpler to fabricate than a continuous-transmission aperture. Patterns are etched into 
silicon wafers using precision lithography. No substrate is required, eliminating ghost reflections, surface height, 
and transmission non-uniformities. Because the masks are in pupil-conjugates, the mask features are large 
(minimum scale of a few μm) and tolerancing can be met with current technology. Vector diffraction modeling 
(discussed below) has shown that the mask designs perform well in unpolarized, broad-band light.  

The SPC is the simplest coronagraph to implement. The mask is placed at a pupil plane, and at the image plane a 
simple sharp-edge mask is used to remove the starlight. A Lyot plane is not required but may prove to be useful 
for wavefront control. The masks can be designed for any aperture shape. 

The masks have low throughput. Typically they pass only ~10–20% of a planet’s received flux to the image 
plane. They have discovery space that can be traded against throughput: masks can be designed to optimize 
characterization (high throughput, low discovery space in the shape of wedges) or to broaden discovery space at 
the expense of integration time. In addition, it is possible to design masks with a diffraction core smaller than 
4λ/D by reducing either discovery space, contrast, or outer working angle, or combinations of all three. 

Laboratory results have been very promising. The SPC ‘ripple’ mask was used to achieve 4×10-8 contrast from 
4–10 λ/D in 10% broadband light on HCIT. Models have shown that the results were limited by the particular 
mask design. Improved designs capable of achieving better than 10-9 contrast are now going into fabrication. The 
masks are also undergoing testing at the Princeton facility (which lacks a vacuum tank) where wavefront control 
algorithms and model validation are taking place. The setup employs a 32 × 32 continuous facesheet MEMS DM 
and has achieved ~ 10-6 contrast. The wave front sensing and control approaches include: pupil and image plane 
sensing, Gerchberg-Saxton algorithms, and reference beams generated by holes in the image-plane mask. The 
algorithms can be transferred to HCIT where they can be used to achieve TPF-C contrast levels. 

An extensive modeling effort has led to a detailed understanding of the mask behavior. Vector diffraction 
modeling of fields passing through the masks has shown how the field behaves at the mask edges, and has been 
used to analyze real manufacturing defects such as undercutting, passivation layering, and edge roughness. The 
vector modeling is combined with propagation models of representative optical systems to show that the masks 
will produce high contrast, broad-band images in unpolarized light. The vector models have also shown that it is 
advantageous to build masks using tapered walls through the silicon. These are presently under development. 

SPC masks appear to be well understood and technologically feasible. Development is underway to learn how to 
use the SPC in an efficient, broad-band wave front control approach, one that requires few iterations and could 
be implemented on TPF-C. In spite of their low throughput, and potential inner working angle limitations, 
shaped pupil coronagraphs represent a promising, well understood approach to high-contrast imaging. 

11.  OPTICAL VORTEX 
The optical vortex coronagraph (OVC) is similar to the BLC in that it requires an image plane mask, a Lyot stop, 
and it can remove all the light from an on-axis point source. Because the Lyot stop is large (equal in diameter to 
the pupil image), the OVC has higher throughput and a tighter point-spread function than the BLC, VN, and 
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SPC. High order OVCs (charge = 4 or 6) have good aberration rejection. However, the OVC is the least mature 
approach and has not been used in a high-contrast experiment. Only ~ 10-2 contrast was obtained in a first, 
simple laboratory proof-of-concept experiment.  

The OVC image plane mask is an azimuthal phase ramp that accumulates an integer number of wavelengths of 
phase over 2π of azimuth. The phase-only mask is related to the four-quadrant phase mask and phase groove 
mask, but by increasing the depth of the ramp to 4 or 6 waves (OVC4, OVC6), the coronagraph null goes to 4th 
and 6th order respectively. The center of the mask is undefined—it is a mathematical singularity—that in practice 
has a finite size and shape fixed by the width of the lithographic process used in manufacture. This scatters light 
but in a way that is understood through modeling to be non-fatal and controllable in part by slightly resizing the 
Lyot stop. 

The major problem with the conventional OVC approach is that material dispersion limits the bandwidth to 
impractically small values. Achromatizing the masks using multiple substrate materials has proven to be 
infeasible because the masks become hundreds of microns thick. A novel approach has been suggested: the OVC 
is encoded in the first order diffraction of a blazed phase hologram (depth ~ 1 wave). All diffracted light (in first 
order) has the same phase ramp, but the diffraction angle scales with wavelength. A prism is added (forming a 
grism arrangement) that reassembles the diffracted light into a collimated beam that then propagates to the Lyot 
plane. The phase hologram approach has good efficiency over ~ 10% bandpass and is much easier to 
manufacture than the phase ramp. A first mask has been fabricated (without the prism) and is under study at JPL.  

There is still much to be learned about the OVC. Like the BLC, the OVC has angstrom-level requirements on the 
wavefront transmitted by the mask. There is presently no detailed design for the prism and other optics, and there 
has been no study of effects such as residual lateral chromatic shear. The prism correction is only approximate 
and will result in laterally sheared pupils that may be problematic for wave front control.  

12.  PUPIL MAPPING 
The coronagraph approach that promises the highest throughput and smallest inner working angle is the pupil 
mapping (PM) coronagraph, also known as phase induced amplitude apodization (PIAA). Like optical systems 
that reshape diode laser beams from elliptical to circular or other shapes, the PM is based on two optics: the first 
one reshapes the beam, concentrating light at the center of the beam so that it has a prescribed amplitude taper; 
the second optic compensates the phase creating a planar output wavefront. When this re-profiled beam of light 
is focused, it forms a sharp core with low wings, similar to the SPC.  

While a ray-optics analysis suggests that pupil mapping could match the PSF shaping ability of a purely 
apodized system but with 100% throughput, a careful diffraction analysis has shown that pure pupil mapping 
(that is, just two mirrors to shape the amplitude) cannot achieve better than 10-5 contrast. To gain the high 
contrast performance, the system requires two edge apodizers, one on or near the first optic, and one following 
the output optic. These apodizers reduce edge ringing and can be made using the binary approach of the SPC. By 
modifying the profile of the pre- and post-apodizers, the broadband performance of the pupil mapping system 
can also be adjusted. Current designs show that the apodizers absorb ~ 20% of the incident light and have an 
effective diameter of ~ 0.9 of the pupil. When the light loss from the apodizers and mirror coatings is accounted 
for, the Lyot throughput (the light transmitted by the central core of the PSF) will be on the order of 65%, still a 
significant improvement over the other coronagraph approaches.  

Pupil mapping also has the potential to achieve smaller inner working angle. A two mirror pupil mapping system 
creates large distortions of off-axis sources. These distortions create an effective magnification that allows close 
in targets to move outside the main lobe of the PSF. If followed by a blocking mask and a reversed pupil mapper 
to restore the target sharpness, images as close as 2 λ/D can be potentially imaged with no impact on throughput 
or discovery space. The reverse pupil mapper also restores the Airy pattern shape of the planet's PSF. It thus has 
a full-width at half maximum (FWHM) of ~1.1 λ/D, making it 2× sharper than the BLC, VN, or SPC point 
spread function, and contain at least 2× as much energy. This renders the PM system potentially much more 
efficient at detecting planets than the others. Unfortunately, this same magnification property makes pupil 
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mapping extremely sensitive to aberrations at these angles, requiring single-digit picometer stability of low order 
terms such as focus, astigmatism, and coma.  

PM has been the subject of extensive modeling including both ray tracing and diffraction. The modeling effort 
has been used to optimize design parameters: throughput, edge radius of curvature, inner working angle, and 
bandpass. Diffraction models have been used to derive aberration sensitivity as well. However, the modeling 
does not yet include the wave front control (WFC) system. Without WFC, the requirements on the optical 
surface quality can not be derived. Further, the useful bandpass is not yet known (it may be limited by the large 
pupil distortion) and multi-DM configurations have not been modeled, though models have been developed to 
show that starlight reflected from the image plane mask can be used to quickly measure low order aberrations 
and derive a control signal. For instance, current manufacturing experience show that it is unlikely that the pupil 
mapping mirrors can be made much better than roughly λ/100; this limits contrast to 10-5 or so. It is not yet 
known how a WFC system would be best integrated and what its performance implications are. 

Two sets of PM optics have been fabricated and are under test in the laboratory in Hilo, HI. The test setup 
includes a 32 × 32 DM of the same design as Princeton’s (but using different electronics). A contrast 
approaching 10-6 has been obtained at 2 λ/D and out to ~ 10 λ/D.  

The major gaps in the current state of PM work are: 1) The requirements on the fabrication of PM optics are not 
known; these are linked to the design of the WFC system. 2) The WFC system has not been defined; where 
should DMs be placed, how many are needed, and can they work with highly-distorted pupils? 3) What is the 
practical limit to the inner working angle? The last question applies to all the concepts, but is particularly 
relevant for PIAA because it maintains higher throughput well inside of 4 λ/D. 

13.  EXTERNAL OCCULTER 
The external occulter (EO) is a two (or more) spacecraft approach that has a completely different set of issues 
from the internal occulters described above. The EO places a large (~25–50 m diameter) mask at 30,000–80,000 
km from a 4 m telescope. The telescope can be segmented and should provide a good quality image but does not 
have any particularly challenging stability requirements. The EO mask is in the shape of a flower with perhaps 
dozens of petals. The target star, mask, and telescope form a line and the shadow of the mask creates a dark hole 
around the telescope. The hole is a few meters larger than the telescope, setting the relative alignment accuracy 
requirement to ~ 1 m. Bandwidths of > 1 octave are possible. At the long wavelength limit, light diffracts into 
the dark hole limiting performance. The mask moves around the sky and the telescope is repointed to study the 
various TPF-C targets. 

The mask size sets the IWA. Inner working angles of ~60 mas are possible, consistent with the baseline TPF-C 
design (8 m at 4 λ/D at λ=600 nm). There is no outer working angle; high contrast is obtained at all angles > 
IWA. Also, there are no low- and mid-spatial frequencies to scatter light outside the IWA. As long as the mask is 
properly made and positioned, and sunlight reflections are at an acceptable level, the discovery space is devoid 
of scattered light. When the mask deforms, however, the edge of the mask or center of the field gets bright, 
forming a ‘ring of fire’ that can mask planets near the IWA.  

Some mask tolerancing has been studied through analysis and modeling though more needs to be done. The 
mask is required to be deployed to within ~ 1 mm of the design shape. Holes (due, e.g., to micrometeoroids) can 
total a few square cm as can the integrated size of edge defects. Starshade tip/tilt and distance requirements are 
easily met. The tolerancing appears to have been done conservatively—the values quoted represent 10-10 
scattered light at the center or edge of the mask. The scatter beyond the IWA will be substantially less. Modeling 
studies are challenging: the Fresnel propagation requires huge arrays and results so far appear to be limited by 
modeling grid error. 

An alignment system involving a small telescope that transmits an image of the star to the telescope has been 
conceptualized but requires detailed study. Other means of alignment are under study. This issue is not 
considered to be a show stopper. 
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A laboratory demonstration using a small mask placed in a 40 m long tunnel and illuminated with sunlight is 
said to have achieved a contrast of 10-7. The mask was scaled to cover the same number of Fresnel zones as an 
orbiting occulter. This experiment was not discussed during the workshop and details beyond those published in 
SPIE vol 6265 (Cash et al, 2006) are not available. 

The number of targets that can be observed is limited not only by the time it takes to move the occulter tens of 
thousands of km from target to target, but also the solar view angle restrictions that limit the observing season. 
Models of both high thrust (hydrazine) and low thrust (electric propulsion) show that given reasonable assump-
tions of occulter mass and initial wet mass, transit times are a minimum of 5–7 days for 15° slews. Operation at 
either L2 or Earth-trailing orbits appears feasible. Using a single occulter, the EO may be limited to ~ 100 visits 
in a 3-year time frame. The solar restriction angle is quoted as a cone 45°–95° from the sun (90° is a right angle 
to the sun). This results in a ~ 3 month observing season for targets near the ecliptic. Initial mission modeling 
has shown that the science return is about 50% of the baseline TPF-C mission. Detection-confirming observa-
tions and additional orbit-determination observations will be limited. The impact of this on the science return is 
under study. For these reasons, a second occulter (thus a third spacecraft) is proposed. One occulter would be 
smaller and nimbler, located closer to the telescope, but would have a larger IWA. This occulter could be used 
for discovery and for follow up observations when planets are expected to be at larger separations from their 
stars. The other occulter is larger and further, allowing deeper observations at smaller IWA for discovery and 
characterization.  

The most important issues to be addressed in future work are: 1) Modeling: construct computer models that 
agree with analysis and can be used to accurately tolerance the system; 2) Demonstrate high-contrast in the 
laboratory and validate the models; 3) Detail the deployment approach—how can 1-mm deployment be 
achieved? 4) Continue to study the mission observation scenario and optimize the trade between science return, 
mass, and mission complexity. 

14.  CONCLUSIONS AND RECOMMENDATIONS 
There is general agreement in the astronomical community that the science behind searching for terrestrial 
planets is compelling and important. It is gratifying that there seem to be numerous paths toward a system for 
imaging such planets. It is also extremely important to note again that the fundamental problem of achieving 
high contrast has been demonstrated in the laboratory, though only monochromatically. The community believes 
that a credible plan for a space based, visible light system for terrestrial planet finding in the 2010–2020 decade 
will become possible within the next few years. All six of the approaches described above provide a feasible 
avenue to a space mission, though each has its own tall poles and concerns to be addressed. While new ideas 
continue to be generated, we do feel that narrowing our attention to these six is necessary to best utilize the 
available resources and converge on an architecture in the near future. 

Progress needs to be made on two fronts, and appropriate resources need to be dedicated to achieving these 
goals. First, experimental work must continue and each design must demonstrate, in the laboratory, that high 
contrast is achievable, in broadband, with an implementable wavefront control system. Second, detailed, and 
common, performance simulations must be completed for each candidate architecture, utilizing common 
assumptions and metrics, to allow fair and comprehensive comparisons on science yield, complexity, robustness, 
and cost. It is of the utmost importance to validate the models with the laboratory experiments. These two 
activities will provide the information necessary to both convince the broader astronomical community that the 
technological readiness for TPF-C is there and to make the eventual architecture decisions for a future space 
telescope. 
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